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#CAQ Cenario e Motivacio

UNICAMP - LIMEIRA

* Projeto piloto realizado na rede wireless
da Faculdade de Ciéncias Aplicadas da
Unicamp (FCA).

* Possui 2.524 alunos de graduacao, o
maior numero entre as unidades
académicas e em numero de concluintes
com 452 alunos em 2025.

Foto aérea Campus FCA




IPv6-mostly funciona?

Compreender o comportamento real dos dispositivos em uma rede de
campus com IPv6-mostly.

Os clientes realmente deixam de solicitar/utilizar IPv4 quando recebem
a Option 1087

A auséncia de IPv4 nativo ativa mecanismos como CLAT de forma
transparente?

Quanto IPv4 ainda precisamos, quem ainda precisa dele e para qué?

Compartilhar evidéncias praticas com a comunidade técnica.



IPv6-mostly # IPv6-only

* |Pv6-mostly define uma politica de preferéncia que incentiva
sistemas operacionais e aplicacoes a utilizarem IPv6 sempre
qgue possivel, utilizando mecanismos de transicao quando

necessario
*DHCP Option 108 / RFC 8925 - sinaliza preferéncia por IPv6.

*PREF64 / RFC 8781 = anuncia a presenca e o prefixo NAT64.

*CLAT - fornece compatibilidade para aplicacdes IPv4 quando necessario.

* |Pv6-only: host recebe exclusivamente enderecamento IPv6 e
nao possui conectividade IPv4 nativa.



Metodologia e coleta de dados

Clientes Wi-Fi . Kea DHCPv4 + NDP
Origem do trafego Identidade e enderecamento
pmacct
PREF64 / Jool NAT64 .

Flows IPv4/IPv6, protocolos,

Identificagdo do trafego traduzido B .

i

Scripts Python Classificagcao dos dispositivos

Correlacao MAC « |Pv4 < IPv4 nativo | IPv6-only |
IPv6 < flows Dual Stack | uso do PREF64

y

Enrichment

ASN + organizacao + PTR dos destinos

Scripts Python: https://www.fca.unicamp.br/ipv6/scripts-ipvémostly.tar.gz




Configuracoes Basicas

¥+ PREFe4 wia RAR (RFC 8781)

rEi(j\/(j.(:()r]f' %aEEQFEEf;x 64:ffob:: /96

BdvValidLifetime 1800;

kea-dhcp4.conf

named.conf

jool.conf
jool instance add default --neftfilter --pool6 64:ff9b::/96



Option 108

MNo. Time Source Destination Protocol Lengtl Info

124 43.499894 8.8.8.@ 255.255.255.255 DHCP
131 43.513695 1592.168.188.1 8.8.0.8 DHCP

Frame 131: Packet, 311 bytes on wire (2488 bits), 311 bytes captured (2488 bits) on interface \Device
Ethernet II, Src: 52:54:00:cc:fd:bl (52:54:00:cc:fd:bl), Dst: Intel _75:87:bc (88:d8:2e:75:87:bc)
802.1Q Virtual LAN, PRI: @, DEI: @, ID: ©
Internet Protocol Version 4, Src: 192.168.108.1, Dst: 0.0.0.90
User Datagram Protocol, Src Port: 67, Dst Port: 68
v Dynamic Host Configuration Protocol (Offer)
Message type: Boot Reply (2)
Hardware type: Ethernet (0x01)
Hardware address length: 6
Hops: ©
Transaction ID: 0x619283f3
Seconds elapsed: 0
Bootp flags: ©0x0000 (Unicast)
Client IP address: 0.0.0.0
Your (client) IP address: 0.0.0.0
Next server IP address: ©0.0.0.0
Relay agent IP address: 0.0.0.0
Client MAC address: Intel_75:87:bc (88:d8:2e:75:87:bc)
Client hardware address padding: ©0000000000000000000
Server host name not given
Boot file name not given
Magic cookie: DHCP
Option: (53) DHCP Message Type (Offer)
Option: (54) DHCP Server Identifier (192.168.108.1)
Option: (61) Client identifier
v Option: (108) IPv6-Only Preferred
Length: 4
IPv6-Only Preferred wait time: 30 minutes (1800)
Option: (255) End

Exemplo de fluxo DHCPv4 mostrando a interrupcdo do processo DORA apds a sinalizacao da Option 108, evidenciando a decisao do

cliente de ndao prosseguir com a obtencao de um endereco IPv4.

342
311

L::::E

- Transaction ID 8x619283f3
- Transaction ID Bx619283f3

P Discover

P Offer

Option 108 - sinaliza preferéncia por
operacao sem IPv4 nativo.

Informa que a rede oferece conectividade
IPv6 e prefere operacao sem IPv4 nativo.
Quem toma a decisao é o cliente.

eV el alla o
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PREF64

Anunciado via Router Advertisement (RFC 8781), informa aos
hosts o prefixo utilizado pelo NAT64.

Permite que o host descubra o prefixo NAT64 sem depender do
DNS64.

Pode ser utilizado pelo sistema operacional para configuracao ou
ativacao do CLAT.

N3o desabilita IPv4 e nao garante, sozinho, a ativacao do CLAT.



CLAT (Customer-side Translator)

* O CLAT fornece conectividade IPv4 para aplicacoes que ainda
dependem de IPv4 em uma rede IPv6-only.

* Sem o CLAT, as conexdes falhariam em uma rede IPv6-only
onde as aplicacoes:
e Criam sockets IPv4 explicitos (AF_INET).

e Utilizam enderecos IPv4 literais.

* Possuem codigo legado.



CLAT em macOS, iOS e Android

henriPHenris-Mac ~ % ifconfig en®
enB@: flags=88e3<UP,BROADCAST, SMART, RUNNING, NOARP, SIMPLEX ,MULTICAST> mtu 1508
options=424<VLAN_MTU, TSO4,CHANNEL _I0>

ether 00:0c:29:ea:el:15 1 1+1 4 1

ineté feB80::cld:écbc:e7ab:1360%end prefixlen 64 secured scopeid Ox4 DISpOSItIVOS movels) Como
ineté 2801:8a:c040:108:10b4:93b0:24c5:4541 prefixlen 64 autoconf secured . . ~

ineté 2801:8a:c040:108:d412:22a:23e5:4271 prefixlen 64 autoconf temporary And r0|d e |OS’ e versoes

inet 192.0.0.2 netmask Oxffffffff broadcast 192.0.0.2

ineté 2801:8a:c040:108:1878:455e:9fb6:15f8 prefixlen 64 clatééd

nat6s prefix 64:ff9b:: prefixlen 96 recentes do macOS possuem
ndé options=201<PERFORMNUD, DAD>

media: autoselect (10Gbase-T <full-duplex>) Suporte nativo a0 CLAT,

status: active

henri@Henris-Mac ~ % ping 8.8.8.8 -c 3 o g .

PING 8.8.8.8 (8.8.8.8): 56 data bytes permitindo que operem de
64 bytes from 8.8.8.8: icmp_seq=0 ttl=114 time=16.097 ms

64 bytes from 8.8.8.8: icmp_seq=1 ttl=114 time=13.082 ms

64 bytes from 8.8.8.8: icmp_seq=2 ttl=114 time=12.089 ms forma transparente em

--- 8.8.8.8 ping statistics —— amblentes IPV6'On|y.

3 packets transmitted, 3 packets received, 0.0% packet loss
round-trip min/avg/max/stddev = 12.089/13.756/16.097/1.704 ms
henri@Henris-Mac ~ % §

Captura de tela da interface CLAT observada em um macOS demonstrando a presenc¢a do enderec¢o IPv4 192.0.0.2 associado ao tradutor local.
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CLAT em Linux

root@tic:~# ifconfig
clat: flags=4305<UP,POINTOPOINT ,RUNNING,NOARP,MULTICAST>
inet 192.0.0.1 netmask 255.255.255.255 destination 192.0.0.1
ineté feB80::7abl1:f7b2:1816:dc6b prefixlen 64 scopeid Ox20<link>
unspec 00-00-00-60-00-00-00-00-00-00-00-00-00-00-00-00 txqueuelen 500
RX packets © bytes © (0.0 B)
RX errors © dropped © overruns ©
TX packets 6 bytes 400 (400.0 B)
TX errors © dropped O overruns 0

mtu 1500

(Nao Especificado)
frame ©

carrier © collisions ©

flags=4163<UP ,BROADCAST ,RUNNING,MULTICAST>

mtu 1500
2801:8a:c040:fcal1:421d:5e78:b3d5:875e prefixlen 64 scopeid OxO<global>
2801:8a:c040:fcal:Se3e:33c2:3027:f8a7 prefixlen 64 scopeid 0xO<global>
feBO::320:56cd:158c:666e prefixlen 64 scopeid Ox20<link>
1c:39:47:52:31:¢c9 txqueuelen 1000 (Ethernet)

RX packets 5358 bytes 3021106 (3.0 MB)

RX errors © dropped S overruns © frame 0
TX packets 1113 bytes 138540 (138.5 KB)

TX errors © dropped 6 overruns 0 carrier ©

ineté
ineté
ineté
ether

collisions O

Figura do clatd em um Ubuntu Linux demonstrando a criacdao manual da interface CLAT.

NetworkManager 1.58

What's new

5 minute read - Published: 20 Jul, 2024

Metwork World - |Pvd address exhaustion drives MetworkManager 1.58 release

MetworkManager 1.58 was released this week, following more than five months of
development and 407 commits since version 1.58. The release covers three areas:
expanded support for IPv6-only networks, a set of Wi-Fi management updates, and
a round of security hardening.

Em distribuicdes Linux, o suporte automatico ao CLAT ainda esta em processo de adocao. Implementacoes
recentes do NetworkManager avancam nessa direcao. O CLAT também pode ser configurado manualmente

utilizando ferramentas como clatd ou Jool.




CLAT em Windows

Adaptador de Rede sem Fio Wi-Fi: NETWORKING BLOE s i ReAD

: - . . Announcing Windows CLAT Public Preview
Sufixo DNS especifico de conexao. : fca.unicamp.br 9

Endereco IPv6 . . . . . . . . . . : 2801:8a:cBuUp:108:6cf5:5Ff2b:c88f:ad52 ‘Jimnlumbaush:
Endere¢o IPv6 . . . . . . . . . . : 2801:Ba:cBuUp:108:c0:0:500:0 2
Endereco IPv6é Temporario. : 2801:8a:c040:108:89b3:9Ud5:eacd:aal?

Endereco IPv6 de link local . : feB80::2c¥5:781b:3d2a:ff0a%l2

Endereco IPv4. . . . . . . . . . . . . . . :192.08.08.5

Mascara de Sub-rede . . . . . . . . . . . . : 255.255.255.255 MinOSOft Begins

Gateway Padrdo. . . . . . . . . . . . . . . . feBO::505U:Ff:fecc:¥dbl%12

192.0.0.0 Ro”ing Out WindOWS
C:\>netsh interface clat show global CLATfor IPVG-OnIy

permitir : enabled

prefGifronra e Networks 2026/09/23

As figuras ilustram a Interface CLAT observada em ambiente Windows 11.

O suporte ao CLAT no Windows representa um avanco importante e significativo para a adoc¢ao de redes
IPv6-only em ambientes gerenciaveis, como redes corporativas e universitarias.

Fonte: https://directaccess.richardhicks.com/2026/09/23/microsoft-begins-rolling-out-windows-clat-for-ipv6-only-networks/



Device Classification Criteria

Analysis Summary

2,186

devices
analyzed

Classification

Mative IPv4

MNative IPv6-only

IPv6-only + PREF64/NATE4

Dual Stack

Dual Stack + PREF&64/NATG4

27.3M

flows (100%
processed)

92.35% 98.35%
identity devices with
coverage some |Pvb use

Observed evidence

|Pvd assigned by Kea and observed IPvd traffic, with no evidence of

IPv6 usage.

Observed IPv6 traffic, no IPv4 assigned by Kea, and no traffic
towards the NAT&4 prefix.

No |Pv4 assigned by Kea, observed IPvb traffic, and traffic towards
the NATG&4 prefix.

Observed IPv6 traffic and IPv4 assigned by Kea, with no traffic
towards the NAT64 prefix.

Observed IPv6 traffic, IPv4 assigned by Kea, and traffic towards the
NAT64 prefix.




DEVICE CONNECTIVITY PROFILE

Distribution of devices by connectivity profile (based on observed behavior)

18.07%

80.28%

IPv6-only
(no native IPv4)

80.28%

IPv6-only 80.28%

(no native IPv4)

Dual Stack 18.07%
(IPv4 and IPv6)

Native IPv4 1.65%

(no observed IPv6)

<€3?\ } ‘ 80.28% of identified devices operated without native IPv4

during the observation period.
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ZOOM INTO IPv6-ONLY DEVICES

Observed behavior among 1,755 devices without native IPv4 connectivity.

1,755

IPv6-only
devices

90.20%

v6-only + — 90.20% ative IPv6-only — 9.80%
@ IPv6-only + PREF64/NAT64 — 90.20% @ Native IPv6-onl 9.80%

90.20% of IPv6-only devices generated traffic towards the PREF64/NAT64 path.

-ZOOM INTO DUAL STACK DEVICES

Observed behavior among 395 devices with native IPv4 connectivity.

24.05%

395

Dual Stack
devices

@ Dual Stack + PREF64/NAT64 — 75.95% @ Dual Stack (no PREF64/NAT64) — 24.05%

75.95% of Dual Stack devices also generated traffic towards the PREF64/NAT64 path.
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TRAFFIC DISTRIBUTION BY IP VERSION

Distribution of the total observed traffic (in bytes) by IP version.

Total

traffic (bytes)

86.97%

B 86,97% = 6,67% - 6,36%
IPv6 nativo PREF64/NAT64 IPv4 nativo
153.580 MB 11.772 MB 11.230 MB

86.97% of all observed traffic (in bytes) was carried over IPv6.

WHAT ARE THESE 6.67%?

Where does the traffic that still requires NAT64 go?

ol

NEe3

Il
fastly

1,606,277 NAT64 flows were analyzed,
representing approximately 14.1 GB of traffic.

Top Platforms Observed in NAT64 Traffic

Approximate share of total NAT64 traffic, based on IPv4 destination grouping by ASN/organization.

Meta I, 15.41%
Google / Google Cloud  [INNENEGNNN 7.13%

Apple I ©.45%

Amazon / AWS / CloudFront I 5.01%

Microsoft I 252%

ByteDance s 2.90%

Fastly I 237%

Cloudflare B 2.30%

Shopee P 0.95%

Akamai B 0.37%

@ NAT64 traffic reaches major Internet platforms and CDNs — not only legacy services.

@O
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WHAT TRAFFIC GOES OVER NAT64?

Applications and protocols observed

Analysis based on 1,606,277 NAT64 flows,
corresponding to approximately 14.1 GB of traffic.

NAT64 traffic distribution by category Top applications and protocols observed
Share of total volume (in bytes) Application / Protocol Category (i: :3:5)
@ HTTP /HTTPS (TCP 80/ 443) O  48.72%
@ YouTube (QUIC/UDP 443) = 12.18%
N  Netfix uic/uppas3) = 6.89%
Total NAT64 c’, Google APis / Services (TCP 443) =3 5.63%
traffic @  Apple Services (TCP 443) - 4.21%
14.1 GB =H Microsoft Services (TCP 443) - 3.52%
@ ons worsy ® 1.71%
e WhatsApp (TCP 5222 / 443) [ ] 1.48%
@ Instagram  (TCP 443) [} 1.23%
8 E-mail (SMTP/IMAPS) (TCP 25/ 465 /993) m D 4.65%

@ Web @ Video W Connectivity [ Others [ E-mail
Note: categories are grouped for the purpose of application/protocol analysis.

Most NAT64 traffic is composed of Web browsing (HTTP/HTTPS),
@ INSIGHT P 9 )

video consumption (YouTube and Netflix), and connectivity services from major platforms.

CLIENT OPERATING SYSTEMS

Operating system distribution among observed client devices

@ Android 42.6%

. ® Apple/iOS 29.7%
Client0S WPXFA ’
Distribution @ Windows 17.2%
@® Undetermined 10.3%

@ Linux 0.2%

Android and Apple/ios accounted for 72.3% OS classification represents an independent
of the observed client population. measurement of the observed client population.

GO
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Resultados Observados

Option 108: nao impede nem desabilita o uso do IPv4.
PREF64: necessario, mas nao suficiente.

A ativacao automatica do CLAT esta fortemente associada a auséncia
de IPv4 nativo.

IPv6-mostly funciona e promove uma transicao transparente para o
usuario final.

Reduz a necessidade de IPv4 no pool DHCP, permitindo uso mais
racional dos blocos IPv4, movendo os enderecos disponiveis para
servicos legados.



Resultados Observados

 Também observamos trafego destinado ao PREF64/NAT64 em
dispositivos classificados como dual-stack. Mecanismos de resolucao
utilizando DNS64, selecao de enderecos e estratégias como Happy
Eveballs podem influenciar a escolha do caminho.

* Esse comportamento é compativel com as observacoes do draft-ietf-
vbops-6mops, que destaca também o valor das redes IPv6-mostly em
revelar dependéncias residuais de IPv4 e problemas de operacao

com IPv6. (https://datatracker.ietf.org/doc/draft-ietf-v6ops-
6mops/) v10. Sep 2026.



Consideracoes Finais

* |Pv6-mostly nao elimina IPv4: permite identificar onde ele
ainda é realmente necessario.

* A experiéncia mostra que grande parte dos dispositivos ja
pode operar sem |IPv4 nativo, mantendo compatibilidade com
destinos IPv4 por mecanismos de transicao.

e Talvez a pergunta nao seja se devemos utilizar IPv6, mas sim
mapear onde ainda precisamos entregar IPv4 e onde ja nao
precisamos mais.



Muito Obrigado!

Perguntas?

Henri Alves de Godoy
henri@unicamp.br
linkedin.com/in/henri-alves-godoy

www.lachniC.net
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